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Abstract

Under low-resource conditions, knowledge distillation is a feasible approach to reduce the size of the clinical language
models. But similarity between teacher and student task scores is not enough to ensure clinical deployment. The accuracy
and F1 may not evolve but the evidence links, contraindications, reasoning boundaries, explanation quality and
uncertainty can change during compression. This problem is complicated by the fact that there is limited variation of the
terminology, context, population shift, and target language validation as part of the cross lingual transfer. This conceptual
review connects the dots on research in clinical NLP, multilingual transfer, compression, factual grounding, explainable
Al, calibration, fairness and deployment safety. It is the first to create evidence drift, wherein the link between a
recommendation or advice and clinical evidence weakened. Evidence-based distillation, clinicians and patients dual
explanations and explanation-based calibration with a taxonomy of 12 categories of single, paired and compounded errors
are used for analysis. The loss of evidence and translation error, the incomplete explanation, the overconfidence and the
hidden stratification can combine to form a clinical-risk cascade in a chronic disease scenario. Evaluation occurs in the
following nodes, Task performance, Evidence fidelity, Explanation fidelity, Calibration, Stakeholder utility and Cascade
safety, organized in the format of an operational framework. Their classification and structure assist each other in future
empirical studies of the trustworthy multilingual compression. Evaluation should be connected to predictive performance
and should be auditable, explainable in a role/aware and culture/aware manner and be calibrated to the target population,
include explicit abstention, and include intersectional subgroup monitoring.
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1. Introduction

The use of clinical NLP is increasingly common, and it is likely that it will be used in a wide variety of settings ranging
from different languages and different types of documentation to different prevalence of diseases, different hardware,
different access to specialists, and so on. While large language models demonstrate broad biomedical capabilities [1-3],
they are also costly and complex to deploy [4,5]. Smaller models, including distilled and compressed models, have been
used to address these challenges [6,7]. DistilBERT and subsequent clinical lightweight-transformer studies show that
efficiency gains are possible without sacrificing task performance [8,9]. The issue of prediction of outcomes and
multilingual medical summarization in Clinical KD has been addressed by a number of studies [10,11]. The results here
provide feasibility data, but not clinical data on the equivalence.

This review is a commentary on the main thrust that accuracy retention is not clinical knowledge retention. A student
may reproduce a teacher’s label while losing the evidence chain, contraindication, guideline qualification, and uncertainty
that made the output defensible. Indeed, the study of faithfulness has shown that a clinically relevant info loss can be
missed in the presence of a lexical overlap and even in the case of a specialized automatic metric [12-15]. With
crosslingual deployment, more opportunities for semantic drift may be created as well as opportunities for terminology
drift. Even there may be differences between various morphological systems of how to write the same token. [16,17],
[18-20].

But quality of the translation is not the only the risk. Compression, evidence loss, explanation design, confidence error,
and population shift can feed each other into a vicious cycle. Therefore, it might be more reliable, particularly in areas
with less detailed clinical evidence, that a good indication of the level of target language fluency should be provided. The
interaction, not some distinct checklists for accuracy, explainability and fairness, helps to create a cascade perspective.

This paper addresses this question by investigating trustworthiness as a connected clinical requirement instead of an
independent properties of the models. Introduces an idea of “evidence drift” which describes a possible divergence
between substance of a recommendation and its supporting evidence. The idea is extended and further developed in the
context of evidence based distillation, temporal brittleness, language and clinical transfer, dual explainability and
explanation grounded calibration. The analysis is then brings these considerations and suggests a taxonomy of 12
interacting failures and an architecture for enabling the deployment of the application in a more safe manner across
languages. In other words, the taxonomy main areas reviewed are reflected in the relationship given in Figure 1. The
proposed framework is intended to guide evaluation and future empirical research.

Trustworthiness Taxonomy for Cross-Lingual Clinical Knowledge Distillation

Intersectional Failure Modes
Cascades across evidence, explanation, and calibration

Translation, culture, distribution $hift, and hidden stratification

Trustworthiness

Truthfulness, safety, robustness, fairness, and privacy

Transparency and distributed accountability

Calibration and Uncertain

Target-language confidence and uncertainty awdreness

Recalibration, abstention, and continuous monitoiing

Explainability
Clinician and patient views grounded in shared evidenc

Role, language, culture, and explanation fidelity

Knowledge Distillation

Teacher-to-student transfer under resource constraints

Performance, evidence, reasoning, and temporal fidelity

Each upper layer depends on properties that conventional performance retention does not guarantee

Figure 1. Author-created conceptual taxonomy of challenges in trustworthy cross-lingual clinical KD. The relationships are an author-
developed synthesis and do not represent measured effect sizes.
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2. Scope and Literature Approach

This conceptual/critical review integrates research on clinical knowledge distillation, cross-lingual transfer, evidence
preservation, explainability, calibration, and trustworthy medical Al. The literature was selected for its relevance to the
relationships among these areas, with emphasis on peer-reviewed journal and conference studies. Recent preprints were
considered where published evidence remained limited. The review does not claim exhaustive coverage. Its purpose is to
connect findings from related fields, identify unresolved clinical risks, and develop a framework for future empirical
evaluation.

The areas of evidence gathered encompass KD surveys and objectives [21,22], general model evaluation [23,24]. The
review also draws on clinical model evaluation [25-29]. Further sources address grounding and faithfulness [30-33]. The
review also considers healthcare governance and risk [34-37]. Numerical claims were drawn from full-text sources. This
is because it is not a pooling of percentages across studies, there are differences in datasets, endpoints, languages and
language validation designs.

The four questions are used to organize the synthesis. First, when can a distilled student explain the knowledge with
predictive power, losing the aspects of clinical knowledge? Second, what occurs in the cross-lingual transfer in terms of
evidence, explanation and confidence? Third, what interactions are there between these dimensions that suggest that there
is cause for concern beyond what each measure alone might suggest? Fourth, what kinds of architectural and evaluation
practices would be able to show them before and after they were deployed? Each source is used only for the capability it
can support, an NER study could be applied to the capacity of linguistic task transfer but not to medication safety, a
calibration study to the capacity of confidence reliability but not to explanation comprehension. This interpretation, based
on the capability-bound approach, is required due to the fact that there is currently no common clinical-KD benchmark
that covers the entire framework.

3. Knowledge Distillation and Cross-Lingual Clinical Transfer

One of the common strategies used in KD is to minimize a combination of task loss and divergence between teacher and
student outputs. In simplified form,

Lip = aLusk + (1 — ) T?Dia(pr™ /7 ps’”) (1)

This objective targets the transfer of behaviour at the output, but does not require keeping of source evidence or reasoning
process. Alternative divergence objectives can be used to provide an alternate way to address the clinical omission that
can enhance optimization [22]. Pretraining with synthetic data and data annotation can improve the amount of supervision,
or can be used to add generator error or distribution bias [38,39].

Useful task gains have been realized in the cross-lingual transfer context. Papaioannou et al. explored clinical phenotyping
across multiple languages, Gupta et al. investigated cross-lingual knowledge distillation for answer sentence selection,
and Nguyen et al. explored cross-lingual summarization via optimal transport [40-42]. According to Basir et al. (2025)
the Sindhi XLLM-R score has increased from 0.302 to 0.681 with the use of combined pretraining of Urdu and Sindhi.
This would be an absolute increase of 0.379, and a relative increase of 125.5% [43]. The final F1 of 68.1% reflects a
substantial improvement from a weak baseline while also showing the remaining difficulty of the task. They should not
be directly compared because of differences in the amount of space used on a label, sampling and test split, clinicality
and quality of the annotations. Table 1 summarizes examples of task-specific evidence relevant to cross-lingual clinical
transfer.

Table 1. Examples of task-specific evidence for aspects relevant to cross-lingual clinical transfer.

Data/sample Task/languages Evaluation Relevance to clinical transfer Ref.
Machine-labelled Urdu and Model-wise
Sindhi corpora, with held-out NER in Urdu and .. Sindhi XLM-R increased from 0.302 to 0.681 F1,
. o precision, recall, . . .. [43]
evaluation reported by the Sindhi and F1 showing a large gain under scarce-data conditions.
authors
Clinical phenotyping corpora - Cross-lingual Demonstrates multilingual label transfer and
Multilingual . . o

across source and target ) predictive motivates further assessment of calibration and [40]
phenotyping . . X

languages evaluation explanation quality.

English patient-
centred discharge
instructions

Potentially harmful safety issues occurred in 18%,
including hallucinations in 6% and new medications [44]
in 3%. Fluency alone was insufficient.

100 MIMICIV  discharge-
summary cases

Clinician quality
and safety review

The studies provide evidence for separating medical meaning, evidence and safety walls and calibrated uncertainty from
useful explanations in the context of clinical transfer and successful prediction across languages in the context of linguistic
transfer. Thus, clinical readiness is not just a general multilingual indicator, but also a measure of the performance of
NER, which must be assessed [45-47].
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4. Evidence Preservation and Evidence Drift

Evidence drift occurs when there is a shift/change, degradation or disappearance of the connection between a
recommendation and clinical evidence in the compression or cross-lingual transfer. If the teacher does not provide
evidence E and reasoning R for x — y with respect to a standard KD, the student is allowed to store x — y without the
evidence and reasoning. The answer could be correct on an in-distribution test, but would be incorrect if found in a
contraindication or conflicting source, and/or changes in the guideline. This mechanism is also shown in Figure 2 with
hypothetical values.

Input:
60yo, T2DM, —__
HbAlc 8.5% Evidence Chain
_— . .
Teacher Model Hypothetical evidence
Illustrative target <8.0%
High-capacity,
guideline-grounded
/ Output: ]—H?Alc <8.0%
+ Evidence
Knowledge Distillation
Minimize KL ( P reacher || P studen: )
Input: l

60y0, T2DM, -
HbATc 8.5% \

Student Model Evidence Chain
Lightweight, deployable R AT
Evidence Drift
Prediction Accuracy: 100% v ] l [ Evidence Fidelity: 0% X
Output: HbAlc <8.0%
Evidence not retained

Figure 2. Evidence drift: Conceptual illustration created for this review. The values shown are only hypothetical and are not indicative
to show any connection between the accuracy and the fidelity of prediction.

There are four associated risks to evidence drift. Firstly because of the conflict between compression and fidelity it is
possible for benchmark retention to cover up the lack of clinical qualifiers. Secondly, temporal brittleness in students
occurs when they save a suggestion, but do not have a means to identify a changed guideline. Third, there are or can be
diagnoses, medicines, dosages or negation in the diagnosis, medicine, dosage, etc. that leads to semantic drift. Fourth,
evaluation myopia rewards accuracy, F1, AUROC, BLEU, or ROUGE without directly testing evidence correctness,
guideline conformity, subgroup harm, or deployment safety. There are partially solutions to these failures based on faithful
summarization, reference revision, and fact-guided reranking [13,48-50]. The evidence retrieved to support a claim could
be irrelevant or misapplied, but retrieval and structured knowledge can lead to more auditable claims [51,52].

We therefore propose evidence-grounded KD: the student learns both the outputs and the connections to versioned
evidence, clinically relevant concepts, contraindications, or triggers for abstention. Evidence and reasoning words could
be added to a suitable objective,

L= LKD + AELevidence + j-RLreu.v(m + ACLL‘alihmtion (2)

This objective treats evidence accuracy separately from prose fluency. This formulation provides an avenue to test the
rationale of future model development and comparison.

There are different types of evidence preservation. Source fidelity does the evidence have a cited guideline or record and
does the recommendation survive compression without a qualifier or negator. Entailment fidelity does the evidence
version survive compression without the loss of an important fact, like a contraindication or some exceptions. Coverage
fidelity asks whether decisive facts, including contraindications and exceptions, survive compression. Temporal fidelity
is it a current evidence version. Finally, decision fidelity whether or not the students will make corresponding
recommendations if there is a change in evidence or context for the patient. These levels are different from an auditable
evidence chain and an authoritative looking citation that was created.
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An evidence-grounded student also needs explicit failure behavior. If retrieval returns conflicting guidance, the model
should expose the conflict rather than compress it into one unqualified answer. If a decisive patient variable is absent, the
student should request it or abstain. If a source-language concept lacks a validated target-language equivalent, the output
should retain the original term, identify the translation uncertainty, and escalate when the ambiguity affects treatment.
Such behavior makes uncertainty actionable and limits the conversion of missing knowledge into fluent certainty.

5. Explainability for Clinical Stakeholders

Medical XAl provides explanations of attention and attribution, local surrogate explanations, counterfactual explanations,
examples, and generated narratives as outlined below [53-57]. The different approaches have a focus on different aspects
of the explanation problem. Visualization in Attention is intuitive, but does not necessarily follow the causal behaviour
of the model. SHAP and LIME can be technically complicated open up the possibility of feature sensitivity. Actionable
reasoning is supported by counterfactuals, under medical constraint. Materials are easily accessible, reasons and citations
are verified with narration. Established rules indicate that explanations, to be clinically useful, should have four
characteristics: They are actionable, They are contrastive, They are credible or consistent with medical evidence, They
are adapted to the stakeholder.

The explanation evaluation gap is also large. Technical proxy scores and/or convenience sample assessments of
explainability are not substitutes for explainability assessments by physicians, checking medication information by
pharmacists, and assessing comprehension and actionability by patients/caregivers for the assessment of explainability
[58-61]. In such cases, the explanations that are created using natural languages can seem credible even if the evidence
provided is minimal [62,63]. Thus, explanation fidelity should encompass attribution alignment, counterfactual
consistency, as well as fact verification within the narration and the accuracy of evidence citations and conformability to
guidelines [64-66].

The dual-explainability framework provides two kinds of explanation of the same prediction. The clinical perspective is
on evidence, quantitative risk, uncertainty, adherence to guidelines, alternatives and contraindications. Patient view
emphasizes simple language, steps to take, alerts, and culturally appropriate illustrations. There should be two views, the
first role aware, the second language aware and culture aware. There are several ways of adapting dietary examples,
measurement conventions, family decision making, health beliefs, reading level and access constraints which cannot be
done by simply translating the dietary example into another language [17,67,68]. Separation, with a common core, is
illustrated in Figure 3.

Clinical Prediction Model
Patient Data — Risk Prediction

l

[ Dual Explanation Generator ]

L e

Physician Explanation Patient Explanation
Role-Aware Role-Aware
Evidence * Guidelines * Quantitative Risk Plain Language * Actionable Guidance
Language-Aware Language-Aware
English » Medical Terminology * Codes Urdu / Arabic * Colloquial Terms
Cultural Mediation Cultural Mediation
Western Guidelines * Clinical Autonomy Family Context = Diet * Beliefs

Dual Explainability = Role-Aware x Language- & Culture-Aware

Simultaneous physician evidence needs + patient comprehension across cultures

Figure 3. Conceptual dual-explainability framework developed for this review. Both stakeholder perspectives are based on the same
prediction, evidence record and uncertainty estimate.

Dual explainability does not mean generating two unrelated narratives. The two views should be based on one unified
explanation object that includes the prediction, the supporting and opposing evidence, the important patient variables,
uncertainty, limitations and escalation condition. Clinician layer can show options and guidance versions. The patient
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layer can express the elements they wish to be understood as actions or questions to the professional. This is an audit
signal when there is a difference between the two views. A patient explanation should not, for example, cloud an
explanation contraindicated to the clinician.

The following should be 5 questions for judging faithfulness of the explanation: Does the explanation follow model
behavior? Is it factually consistent with the record and evidence? Does it serve the purpose for the stated clinical position?
Does it make sense in target language? Is it feasible and appropriate in the target culture and care setting? The other 4
answers all need to make use of readability. The decisions when determining the stakeholders should be based on realism
and not preference. The clinician is aware of when they would validate and/or challenge a recommendation. The patient
is able to explain these next steps, and what the red flags are and what he or she was confused about.

6. Calibration and Uncertainty Across Languages

Discrimination and calibration are two separate issues. AUROC measures discrimination, and F1 summarizes
classification performance at a chosen threshold. Calibration assesses agreement between predicted probabilities and
observed outcome frequencies. Noisy observations (aleatoric uncertainty) is different from missing knowledge of the
model (epistemic uncertainty) in the reviews of calibration and uncertainty [69-71]. Epistemic uncertainty may exist in
clinical NLP when the disease under study is uncommon, the drugs or combination of drugs is uncommon, the dialect is
not the one that the clinician has been trained in, or the institution that the clinician was trained at is not present.

Post-hoc temperature, Platt, or isotonic scaling learned from English data may lose reliability in a target-language setting.
Errors and confidence can change due to changes in language, demographic, institutional and prevalence. Conference
signals validation is also important, as stated in studies carried out in the medical field directly [72-74]. This is called
cross-lingual calibration degradation and is explained in this paper. The pathway is qualitatively shown in Figure 4.

Source-language calibration

l

language + terminology + population + institutional shift

l

target-language confidence may become unreliable

l

recalibrate, monitor, or escalate to human review

Figure 4. Non-quantitative model developed for this review. It traces cross-lingual calibration degradation from source-language
calibration to target-setting monitoring and review.

Explanation-grounded calibration links confidence to the quality of the available evidence/explanation that supports a
prediction. Confidence should be lowered, or human review should be initiated, when evidence retrieval is unsuccessful,
or when there is low level of agreement with guidelines, conflicting explanations, or uncertainty regarding terminology
in the target language. Evaluation during deployment should include the following: clinically selected escalation
thresholds, evaluation of reliability diagrams, expected calibration error or Brier score, evaluation of subgroup analysis,
evaluation of shift monitoring. This direction is related to abstention-enabled systems [75]. Confidence should always be
used for decision-making, but never as a replacement for clinical judgment.

A calibration assessment should be conducted at the level where a decision is made. The frequency curve may be okay
but the confidence may be low, in one language, in one hospital, at one disease stage or in one intersectional subgroup.
Conversely, a small subgroup estimate might be unstable and not foundation for a stable recalibration. Reporting should
therefore include the size of each calibration stratum and the uncertainty associated with each stratum, the prevalence and
decision threshold, and the relative cost of false reassurance and of needed escalation. When the number of labels is small,
the uncertainty with regard to calibration should be clearly expressed, not hidden in a large number of single estimates.

Testing should be done on an ongoing basis as calibration may be deteriorating without a corresponding decrease in
discrimination. Change in confidence can be attributed to changes in coding practice, translation workflow, population
mix, version of guidelines/teacher model. Any changes identified during monitoring should be matched with a pre-defined
action to investigate, re-calibrate, restrict use of use case or stop automated advice. Regression test and regression tests
for evidence retrieval/explanation agreement/abstention and subgroup calibration should be run for every model update.

7. Multidimensional Trust and Compound Failure
There are key concepts for creating trustworthy clinical Al which include truthfulness, safety, robustness, privacy,

transparency and accountability [34,35]. Fairness is also a key consideration [76-78]. The review covers six general failure
modes: hallucination, miscalibration, terminology drift, subgroup bias, privacy exposure, and accountability gaps.
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Involved in distillation are the roles of the teacher developers, distillation engineers, translators, institutions and the
clinical users, which are distributed. This disjointed chain can be smoothed with a fluent interface.

These failures interact. Lost evidence can be concealed by a persuasive explanation. A miscalibrated score can suppress
appropriate skepticism. Terminology drift can cause problems when finding evidence, as well as when explaining. A
concentration of subgroup harm may be obscured in an overall assessment. Beware of many seemingly good averages
that may have clinically important failure modes, as demonstrated by hidden stratification [79,80]. Real-world primary-
care decision support studies for tasks such as population specificity, site specificity, or prediction of patient outcomes in
the context of medical conditions like hypertension, diabetes, kidney disease, and others have shown to highlight the
importance of population and site context [81-84]. Studies of diabetes, kidney disease, and clinical outcomes also illustrate
why findings depend on the population and clinical task [85-88]. Other studies examine these issues in outcome prediction,
treatment effects, and phenotyping [89-91].

7.1 A 12-Category Intersectional Taxonomy

Table 2 presents the proposed taxonomy. The three letters are E, X and C, for evidence, explanation and calibration. The
categories are ‘analytical lenses’ that overlap and need empirical support in different languages and contexts.

Table 2. Intersectional failure taxonomy for cross-lingual clinical KD.

Failure mode E X C Principal risk

Evidence-only drift x S \/ Fluent, confident recommendation lacks a defensible source.
Explanation-only loss \/ x \/ Evidence exists but cannot be communicated or interrogated.
Calibration-only failure v v x Correct evidence and explanation receive unreliable confidence.
Evidence-explanation gap X X Y Unsupported output appears statistically controlled.
Evidence-calibration gap X v x Persuasive explanation and overconfidence conceal weak evidence.
Explanation-calibration gap v X x Evidence is present but opacity and confidence error obstruct use.
Triple cascade x x X Evidence, intelligibility, and uncertainty fail together.
Translation-induced drift x \/ S A decisive term, qualifier, negation, or dose is corrupted.

Cultural explanation gap \/ x \/ Literal translation is unusable in the patient's context.
Distribution-shift miscalibration S S X Source-language confidence is transferred to a different population.
Compounded cross-lingual failure X X x Linguistic loss amplifies all three dimensions.

Hidden-stratification cascade X X X Harm concentrates in dialect, demographic, presentation, or site subgroups.

7.2 Worked Clinical Illustration

Imagine the case of a hypothetical fully grown-up person whose native language is Urdu, who suffers from hypertension,
diabetes, poor kidney function, and who has not gone to doctor visits without bringing a list of medications. A compressed
model suggests that treatment intensity should be increased and has high confidence. The scenario represents multiple
interrelated nodes in the taxonomy. If a renal contraindication or guideline condition is not specified during distillation,
this will result in drift based on the evidence only. A change in meaning of a medicine or dose word in translation
introduces translation-induced drift. If a clinician facing explanation of the risk factors excludes the contraindication, then
there is an evidence-explanation gap. If the explanation is being offered to the patient at face level without paying attention
to the units, or using culturally irrelevant dietary information, there is a cultural explanation gap. Distribution-shift
miscalibration from confidence-misplaced from an English source cohort. The cascade of hidden stratification occurs
when these errors are clustered in a regional dialect or in a single comorbidity subpopulation, even though the overall F1
remains unchanged. There are some features that may use risk-score or observational studies, and there are still features
that rely on full clinical evaluation that will be used in individual recommendations [82,86,87].

8. Integrated Architecture and Design Principles

The proposed architecture is the assembly of four components. They are both retrieval-augmented and versioned evidence
preservation, a simplified prediction model with explicit evidence supervision, and dual clinician-patient explanations, as
well as target-population calibration using a system of monitoring of subgroups. It can be integrated with multilingual
medical models and retrieval systems [26-28,51]. Figure 5 illustrates the conceptual cascade. It also acknowledges the
constraints of privacy, security, and governance [37,92-95].
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Evidence drift

knowledge distillation removes
evidential grounding

Explanation degradation Calibration collapse Linguistic transfer loss

opaque reasoning overconfident predictions information lost in translation

Systematic harm

Concealment False confidence

undetected, compounded,

explanations mask evidence drift population-level impact

overrides clinical skepticism

Figure 5. Conceptual cascade architecture developed for this review. It links evidence preservation, dual explanation, calibration,
translation, and subgroup monitoring. Arrows indicate possible failure propagation rather than estimated causal effects.

There are 5 Design Principles. First, make sure to record chains of evidence, not outputs. Second, assess the quality of
evidence and explanations. Third, perform cross-lingual Trust audits, in each target setting. Fourth, monitor sub-group
performance instead of overall performance. Last but not least, test end-to-end cascaded impacts vs. individual failures.
Evaluation reform must then make a shift from a focus on accuracy retention to a focus on reasoning and evidence
retention, from generic fluency to stakeholder comprehension, and from aggregate performance to subgroup equity.

9. Operational Evaluation Framework

The conceptual framework turns into operational when tested separately and together its dimensions. The five design
principles are converted to an evaluation plan in Table 3. When you have the incorrect evidence behind a good report, it
is not possible to obtain strong readability, similarly, when there is serious subgroup error without a good average report,
the average report can’t be used to gain strong calibration.

Table 3. To read about how the trustworthy cross-lingual clinical KD can be assessed.

Dimension Unit Indicative tests Stratification Failure response

Patient, note, entity, or Accuracy, Fl » Of AU.R OC with uncertainty Lang}l age, Restrict use or
Task performance . and comparison against teacher and non- condition, .

question - . . ., retrain

distilled baselines documentation quality
Claim and source pair Citation validity, entailment, decisive-fact o . .
. . . Dol . Language, guideline Retrieve  again,
Evidence fidelity or recommendation coverage, contraindication retention, update - : : .
1 . L version, specialty abstain, verify
and guideline pair sensitivity
. .. Attributi ili trai
Explanation Prediction and tribution stabi lt}.” constrained Role, language, Suppress or
) . . counterfactuals, narrative fact checks, ;.
fidelity explanation pair o . . literacy, culture escalate
clinician consistency review
Language, site,
. . Confidence and Reliability diagrams, Brier score, ECE prevalence, Recalibrate or

Calibration . . A .

outcome pair sensitivity, selective risk and coverage demographic change threshold

intersections

Clinical role, patient

Comprehension, action selection, override Redesign interface

Stakeholder utility Decision episode . . ro caregiver
utiity P behavior, time, and workload group, EIVEL o workflow
context
. Joint perturbation of evidence, translation, Intersections . of Suspend
Cascade safety Complete scenario language, disease, deployment

explanation, confidence, and subgroup shift site, and demography  pathway

Baseline for teacher, student and task will be measured on identical splits and should be used to evaluate. In the second
stage, the interpretations of evidence for fidelity loss in the score retention are compared across the same cases and
evidence is further interpreted across the cases for fidelity loss in the score retention. The third stage introduces controlled
inference in the other language: terminology differences, negation, units, code switching, dialect and culturally-specific
expressions. Under population shift and institutional shift a fourth tests calibration and abstention. The last stage is
perturbations to reveal cascade behavior. This set does not imply any fault, it just points to the place of a failure in the
system—rather than putting all failures on the general charge of translation or the model.

Also negative controls are required. A system should be tested against reasonable, but false, evidence, dates, text of
guidelines, conflicting retrieved documents, and explanations that are fluent without providing support for the prediction.
High numbers for these outputs would suggest that there is no direct relationship between the metric and the property
evaluated. The levels of expertise and target language proficiency, adjudication, and disagreement are all situation-
specific and should be catalogued in human-evaluation scripts as well as explanation and safety judgments.
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Deployment and accountability require ongoing oversight because pre-deployment validation cannot anticipate every
interaction. It is important that the deployed system retains the evidence version, model version, translation component,
confidence transformation, explanation view and escalation outcome (assuming there is appropriate privacy protection).
Collates a chain of information in case of otherwise distributed responsibility and aids in looking into a change if a change
in responsibilities (often a teacher update) and/or change in term or local workflow brings an unexpected change.

Governance decisions must be made regarding addition of a new language, changing the decision thresholds, approving
Medical Terminology, as well as approving the system. Successful transfer does NOT mean clinical and linguistic
evaluation. The output should be deterministic and clearly have an owner for high-risk components and should not place
ownership on the patient for patient facing text that communicates the uncertainty of the system and its role. Privacy
controls must cover intermediate translations, retrieved records, explanation logs, and monitoring data, not only the final
prediction.

10. Discussion

There are two ways that multilingual compression can be motivated: efficiency and fairness. Contrary to this, the settings
the most likely to require small models are also likely to have the least evidence, calibration data and post deployment
monitoring in the target language. The clinical readiness is the outcome of an evaluation of a number of capabilities, not
one single capability. All of these tasks focus on a different aspect of this evaluation, including the case of large-model
reasoning [96], multilingual QA [29,97]. Other work addresses answer sentence selection [41], radiology summarization
[49], imaging, and risk prediction (as explored by [88]).

Stanceski et al. evaluated 100 discharge instructions: 18% had safety issues that were potentially harmful, and 6%
included hallucination occurrences, and 3% new medications [44]. The study focuses on the instructions in English for
discharge, but results demonstrate the need for clinical verification even for instructions that were patient oriented and
readable, notwithstanding.

Other compressions are also planned for the future, which are to be combined with KD, pruning, quantization and matrix
factorization. Failure modes they might have in their interactions may not be evident if they are examined individually.
Moreover, novel systems for proving, tracing and accountability for the provenance and sources of agents and synthetic
notes emerge [98,99]. Here are some hypotheses provided by the framework. Compressed evidence-aware students should
maintain guideline links. Dual explanations should enhance fidelity and offer specific understanding for the stakeholders.
Target-language calibration should diminish the overconfidence following transfer. Subgroup audits should be cascade
aware and should be expected to reveal in-depth what is lacking in the aggregate measures.

11. Limitations and Future Work

This review has not been conducted systematically and therefore literature is not comprehensive. No original model
experiment or meta analysis, or patient study conducted. There is a wide variety of tasks, data, metrics and languages
contained in the evidence making direct comparison difficult. Little research is conducted in languages except English
and the few language combinations, and there is little evidence from under-researched dialects and in clinical settings.
Preprints are cited in some recent sources which should be taken with a grain of salt. These 12 categories are a taxonomy
need to be validated empirically, while the concepts of dual-explainability, explanation-grounded calibration and
integrated architecture must be supported empirically.

Future research should create a multilingual measure of trustworthiness that would be based on evidence anchoring,
explanation fidelity, guideline adherence, uncertainty calibration, language/cultural appropriateness and subgroup effects
to show evidence’s trustworthiness. There should be a multi-lingual representation of assessment participants: clinicians,
pharmacists, patients, caregivers and community health workers from all disciplines and institutions. Future research
should validate updates of the guidelines in the temporal dimension, changes to the terminology, changes to the
distribution, the abstention thresholds, and pipelines including a combination of KD, pruning and quantization.

12. Conclusion

Increased access to clinical NLP can benefit cross-lingual KD, but retained accuracy does not provide a foundation for
retained clinical knowledge. Evidence, explanation, calibration, language, culture and safety for subgroups are a system
of interdependent components. Five design principles and a 12-category taxonomy, evidence drift, dual explainability,
explanation-grounded calibration are a conceptual vocabulary and architecture for examining that system that this review
presents. Now these proposals must be put to the test on the ground with the stakeholders in various languages. The extent
to which the model is “’safe” to compress should be determined not only by whether or not the model’s score corresponds
to the teacher’s score, but whether or not: the model is evidence auditor, clearly understood and valid, calibrated in its
target population and can amplify uncertainty.
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